Can VLMs Handle Multi-hop Compositional Spatial Reasoning?
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Abstract

Spatial reasoning is a critical capability for Vi-
sion—Language Models (VLMs), particularly when
deployed as Vision-Language—Action (VLA) agents in
real-world environments. However, existing benchmarks
predominantly focus on simple, single-hop spatial ques-
tions, falling short of capturing the multi-hop reasoning
and precise visual grounding required in practical scenar-
ios. To address this gap, we introduce MultihopSpatial, a
benchmark designed for multi-hop compositional spatial
reasoning with 1-3 hop questions across ego- and exo-
centric perspectives. Through extensive evaluation of 30
state-of-the-art VLMs, we demonstrate that compositional
spatial reasoning remains a significant challenge for
current VLMs.

1. Introduction

Recent interest in physical Al has accelerated the devel-
opment of embodied agents, particularly Vision-Language-
Action (VLA) models. These agents rely heavily on Vision-
Language Models (VLMs) for spatial reasoning in real-
world environments. However, current VLMs often lack
precise visual grounding, limiting their ability to support
accurate perception and action. In practice, agents must
perform multi-step spatial reasoning and accurately local-
ize target objects to complete tasks reliably. For example,
an instruction such as “Could you move the round cup on my
right—the one furthest away?” requires the agent to adopt
an ego-centric perspective, identify the relevant area(right),
filter objects by attributes(round), and compare spatial rela-
tions(furthest)—a process that closely resembles multi-hop
reasoning combined with precise bounding box prediction.
Ultimately, successful navigation and manipulation depend
on both correct reasoning and accurate visual grounding.
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Q. Which square or rectangular object on
the left side of the image is closest to the
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Q. From the perspective of the person
wearing a gray short-sleeved T-shirt,

which standing person is to his left? table lamp?

(a) person wearing a pink dress (a) TV

(b)  child wearing a checkered shirt (b)  black phone with keyboard
(c) headset-wearing person (c) closed laptop

(d) person wearing earrings ATT-POS (d) mouse pad ATT-POS-REL
Figure 1.
(ego) and 3-hop (exo) reasoning. We omit the phrase
provide the bounding box coordinate of the
region related to your answer” for brevity.

Example MultihopSpatial questions for 2-hop
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VLM spatial reasoning benchmarks have rapidly evolved
from elementary relations [7, 9] to diverse dimensions, in-
cluding 3D properties [16], video [24], scale [23], real-
world complexity [22], fine-grained taxonomies [12], multi-
image contexts [26], and perspectives [15]. However,
these benchmarks predominantly rely on single-hop queries
without requiring explicit target localization. As a result,
they under-evaluate the compositional reasoning and visual
grounding essential for real-world embodied scenarios.

To bridge this gap, we introduce MultihopSpatial, a
comprehensive benchmark for evaluating multi-hop, com-
positional spatial reasoning paired with visual grounding. It
comprises 4,500 QA pairs spanning 1- to 3-hop complex-
ities across attribute, position, and relation conditions, en-
compassing both ego- and exo-centric perspectives to mir-
ror real-world interactions. Crucially, MultihopSpatial ad-
vances beyond standard multiple-choice evaluation by re-
quiring models to localize the target object via bounding
box prediction, thereby assessing whether a model truly
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